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Executive Summary  

This deliverable specifies the xLiMe toolkit architecture which will serve as the basis for the near real-time 
integration and storage of all the cross-media conversion and annotation services from WP2, WP3, WP4 
and WP5. The architecture will provide the infrastructure and organization necessary for meeting the 
requirements of the xLiMe early prototype and is the result of the feedback from the rapid development 
cycle performed during the first year of the xLiMe project. Furthermore, this deliverable presents a study of 
the real-time state-of-the-art tools which was performed in order to determine suitable specifications for 
the toolkit architecture. 
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Abbreviations 

IPTV  Internet Protocol Television 

JDBC  Java Database Connectivity 

OCR  Optical Character Recognition 

ODBC  Open Database Connectivity 

RDF  Resource Description Framework 

RDFS  RDF Schema 

SOA   Service Oriented Architecture 

SPARQL  SPARQL Protocol and RDF Query Language 
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1 Introduction 

In this document we will introduce the xLiMe Toolkit Architecture. This architecture will form the basis for 
the integration of cross-media conversion, annotation and semantic integration services developed as part 
of the xLiMe project. The architecture described in this document will be implemented, evaluated and 
extended throughout the project. The main goal is to provide an infrastructure capable of supporting the 
real-time creation, storage, filtering, querying and streaming of unified representations of annotations for 
video, audio, and text. 

As a first step to specifying an appropriate toolkit architecture, we will review state-of-the-art architectures 
used in systems which demonstrate characteristics required in the xLiMe project. In this review, we will 
focus on main architectural aspects such as (de)centralisation of processing and data, as well as data 
storage options. Furthermore, the review will help us identify off-the-shelve components and tools which 
we can reuse in order to provide a robust infrastructure capable of meeting the requirements imposed by 
the xLiMe use-cases. 

The core and final part of this deliverable specifies the xLiMe toolkit architecture, which specifies how the 
various cross-media conversion, annotation and semantic integration components should interact with 
each other and how they should be deployed in order to meet the Y1 xLiMe toolkit requirements. 

1.1 Relation to Other Work Packages 

The xLiMe Toolkit Architecture serves as the conceptual integration point between the functionality of the 
various components that will be researched and developed during the xLiMe project. The toolkit 
architecture described in this document is strongly linked to WP1 which: 

 specified requirements for the early prototype in D1.4.1 

 defined a model of the data to be processed in D1.1 

 is tasked with implementing the data processing infrastructure in D1.2 

Thus, while D1.1 has specified requirements and a data-model to achieve data-level integration, this 
document specifies how the functional and technical integration should take place in order to meet the 
requirements. Furthermore, while WP1 is focused on the data, this document also takes into account: 

 early showcase requirements specified in D8.2.1 from WP8,  

 the specific text extraction (WP2), annotation (WP3), semantic integration (WP4) and analytics 
services (WP5) that will be developed as part of xLiMe, in particular those that will be developed in 
Y1 of the project. 

This document plays a central role for defining the context in which the various annotation services from 
WP2, WP3, WP4 and WP5 will operate. Also, the data processing infrastructure in D1.2 and the early 
prototype described in D6.2.1 will implement the architecture described in this document. 
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Figure 1 Overview of Work Packages, from data to use cases. 

 

The architecture specified in this document is crucial for implementing the data processing infrastructure, 
the early prototypes and the showcase demonstrator. The resulting implementation will be evaluated in 
WP7 and will help to demonstrate and disseminate the results of the project (WP8). See Fehler! 
Verweisquelle konnte nicht gefunden werden. for an overview of the data, the processing pipeline, the 
use-cases and how Work Packages are related to these. 

1.2 Use-Cases and Requirements 

The main input for defining the Toolkit Architecture is the definition of the use-cases and their 
requirements as well as the showcase requirements. These are described in detail in D1.4.1 and D8.2.1, 
however, we provide a summary of these to make this document self-contained. 

1.2.1 Cross-media Enrichment and Search 

The Requirements for the Early Prototype defined the task for the Media-enrichment and search use-case 
as: Given a user’s information need (potentially given implicitly by the show he is watching), identify 
relevant content from both the IPTV and the multi-lingual social media and news stream. Assembling a 
relevant content list requires cross-media cross-lingual integration with ZATTOO.com content. 

The encompassing requirement for this use-case is that IPTV streams can be related to social-media 
microposts and news articles. In order to achieve this, all three of these data sources must be annotated 
and must be searchable via shared entities or keywords. Thus, the following multimedia and multilingual 
annotations and capabilities are required: 

 Text from speech (and text annotation) 
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 Social media text processing 

 Multilingual text processing (entity recognition, sentiment analysis, etc.) 

 Content linking 

 Search by entities and by keyword  

 

1.2.2 Cross-media Brand and Topic Monitoring 

The main task for this use-case was defined as: given a set of brand- and topic-related social media items A 
= {a1, …, am} and a mainstream media stream s, with recent segment history H(s)={c1,…,cn}, identify the 
segment ci matching ajϵA. 

As in the previous use-case the encompassing requirement is to be able to relate social-media microposts 
to related mainstream media (tv and news articles). The main annotation and capabilities required for the 
toolkit are similar to the previous use-case, but additional capabilities are required: 

 Logo detection and object category detection from video 

 Sentiment analysis 

 Analytics and prediction 

1.2.3 Use-case and Showcase Requirements Overview 

The Showcase Specification [1] identified several requirements for the architecture of the xLiMe toolkit: 

 Loose coupling and updateability: it should be easy to add or update new data providers, 
annotation providers and data consumers. Furthermore, the architecture should not restrict the 
implementation of data consumers (and annotation providers). For example, data consumers 
should be able to have “slow periods”, where less resources are being used to consume data and 
“fast periods” where more resources are spent to catch up with the latest available data. Similarly, 
for annotation providers, depending on the resources available, annotation pipelines may be able 
to process more data at certain times. The architecture should not (overly) restrict the amount of 
variance in this regard. 

 Real-time capabilities: the platform should allow annotation providers and data consumers to 
subscribe to incoming data, in order to allow them to process these data as soon as it becomes 
available, thus reducing latency of the overall system. 

 Regarding annotation and interlinking components, the following should be available:  

o speech to text,  

o text from video recognition,  

o object or logo recognition from video or images 

o cross-lingual and cross-media text annotation for social media (micro posts) as well as for 
online news. 

 Indexing and search capabilities: data consumers should be able to search for historical (and real-
time) data processed by the toolkit. The data returned by the search interfaces should be enough 
to allow the creation of GUI interfaces suitable for end users. 

1.3 Main Architectural Challenges 

The requirements described above translate into various architectural challenges: 

- Handling the scale of data. On the one hand, news and especially social media are characterised by 
large volumes of data. E.g. the JSI newsfeed consists of 100 to 150K articles per day, while VICO 
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provides millions of microposts per day. On the other hand, while tv data consists of “only” about 
150 channels and around a thousand programmes per day, the size of the tv streams (in the order 
of a gigabyte per a couple of hours for a single HD channel) pose problems regarding transport and 
storage. 

- (Near) Real-time processing of data. The architecture must strive to reduce latency as much as 
possible, reducing bottlenecks by making data available to all components as soon as possible and 
enabling parallelization and distribution of tasks. 

- Integration of large number of components: the architecture should support complex pipelines for 
multi lingual processing, but also cross-media conversion, new annotators to deal with non-formal 
language (social media) and noisy (OCR) language, new semantic integration approaches. 

- API provision to enable building applications that have access to the processed real-time and 
historic data. 

1.4 Overview of Document 

In the remainder of this document we will first review several state-of-the-art architectures which exhibit 
desired characteristics for meeting the requirements of the XLiMe use-cases and showcase. Then, we will 
specify the XLiMe Toolkit Architecture taking all these requirements into account and choosing identified 
off-shelve components. 
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2 Review of State-of-the-Art Real-time Processing Architectures 

Before specifying the xLiMe architecture for processing cross-media and cross-lingual resources in near 
real-time, we first review some existing systems which are able to process similar quantities of data in real-
time. The goal of this review is to find common architectural patterns and suitable off-the-shelve tools 
which can be reused in the xLiMe architecture. 

We have identified two main aspects of real-time processing architectures which play an important role in 
the overall characteristics of the systems:  

 Real-time Data (De)Centralisation: depending on the amount of data that systems generate and 
modify, it is important to take into account the location of data. Network latency means that large 
data resources must be processed close to the source of the resource to avoid streaming large files 
over the network. Thus on the one hand, computation should be centralised close to the source of 
large resources. On the other hand, scalability requires computation to be distributed across many 
nodes in a network and messages to be passed between those nodes. In Section 2.1 we review 
centralised architecture and in Section 2.2 we review decentralised architectures to study which 
approach is more suitable for the xLiMe project. 

 Data Storage: In Section Fehler! Verweisquelle konnte nicht gefunden werden. we review how 
current real-time processing architectures store large amounts of data to make these available in 
real-time to clients. 

Finally, in Section 2.4 we will discuss how the surveyed systems architectural decisions affect the xLiMe 
toolkit architecture. 

2.1 Decentralised Architectures 

A popular option for building complex systems such as the one required for the xLiMe toolkit, is to use a 
decentralized Service Oriented Architecture.  For example, following the following definition: 

Microservices1 

Microservice architectural is an approach to developing a single application as a suite of small services, 
each running in its own process and communicating with lightweight mechanisms, often an HTTP resource 
API. These services can be written in different programming languages and use multiple data storage, 
allowing manage the system by distinct teams.  

This system is based in the use of services, breaking parts from components, working with these services in 
an isolated way. The advantage for using services as components is that services are independently 
deployable and they can communicate through web service request or remote procedure call.  

An example system using such an architecture is: 

XLike (Cross-lingual Knowledge Extraction)2 

The goal of the XLike project is to develop technology to monitor and aggregate knowledge that is currently 
spread across mainstream and social media, and to enable cross-lingual services for publishers, media 
monitoring and business intelligence. 

XLike is based in a decentralised architecture [4] composed of a set of independent components which 
share a common abstract functionality. Every component has RESTful APIs services to provide access to the 
data. This data processing is achieved through a pipeline paradigm in which the components are called 
isolatedly with the specific inputs parameters to obtain correct output analysis.  

XLike approach implies users have to know components locations in order to they can define pipelines by 
calling different services to the functionality required. Furthermore, when services are down, the whole 

                                                           
1
 Microservices (http://martinfowler.com/articles/microservices.html)  

2
 XLike (http://www.xlike.org/)  

http://martinfowler.com/articles/microservices.html
http://www.xlike.org/
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pipeline is obstructed (unless there are alternative services which can be used as a replacement). Also, the 
onus on checking availability of services and of managing the analysis process is on the client. Finally, as 
Figure 2 (an overview of the various pipelines implemented as part of the XLike project) shows, 
decentralised architectures make it very hard to reason about the individual pipelines which the 
architecture support. Single components may be involved in many pipelines and other components may be 
involved in only a few pipelines. This means that, depending on the volume of data of the pipelines, 
components may face bursts of requests to which they need to adapt. Since there are no buffers between 
the components, every component has to decide how to handle such bursts: some components may crash 
or decide to ignore requests when such bursts occur.  

 

Figure 2 Example Decentralised Service Oriented Architecture (from XLiKe project) 

The above indicates that decentralised architectures may not be the best fit for the xLiMe requirements 
since failing components may obstruct the progress of the rest of pipelines. Also, all individual components 
would be required to implement their own buffers in order to handle bursts of activities and ensure high 
availability. Finally, decentralised architectures mean that every single step in a pipeline would require data 
to travel through the network, which would cause unnecessary latency for large amounts of data (e.g. 
millions of social-media microposts or a tv programme stream). This motivates us to look into more 
centralised architectures for the xLiMe architecture. 

2.2 Centralised Architectures: Message Brokers as Hubs 

As mentioned in the previous section, decentralised SOAs have some crucial drawbacks which make them 
unsuitable for the xLiMe architecture. In this section, we therefore look at various alternatives for 
centralised architectures, in particular where the centralisation occurs via a message broker (i.e. when what 
is centralised is the data, rather than e.g. the control of the pipelines). We discuss various available 
message brokers: 
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MQTT3 

MQTT is a tool to publish/subscribe messages, extremely simple and lightweight. It supports devices with 
low-bandwidth, high-latency or unreliable networks. It uses TCP/IP protocol to provide basic network 
connectivity. It’s useful for restrictive systems, with constraints on memory and processor resources, and 
network traffic restrictions.  

Our approach needs a paradigm broader, with customizable and configurable features than MQTT doesn’t 
provide us, so this tool was discarded from beginning. 

ActiveMQ4 

ActiveMQ is an open source messaging and integration patterns server. It provides cross language clients 
and protocols, enterprise integration patterns, advanced features such as message groups, wildcards, etc. 

It supports different transport protocols such as in-VM, TCP, SSL, UDP, etc. High performance clustering, 
client-server, peer based communication. Also, this tool facilitates REST API in order to maintain a neutral 
language and technology. ActiveMQ is used in multiple projects like Apache TomEE or Eclipse. The 
complete list can be consulted here, http://activemq.apache.org/projects-using-activemq.html.  

This software was one of our options to integrate messaging processing for the XLime architecture. We 
discard this approach in front of other actual paradigms.  

Apache Apollo5 

Apollo is the next generation of ActiveMQ. It’s more deterministic, stable and scalable. Besides, it’s faster 
and easier to maintain, provides multi-protocol and multi-language as well. It uses different threading and 
message dispatching architecture.  

Apache Apollo helps for developing highly concurrent applications, for implementing broker cores, for 
improving stability of critical systems, among others services. Also, it supports MQTT via a plugin, STOMP 
paradigm (Simple Text Oriented Messaging Protocol), more messaging features such as queue browsing, 
exclusive subscriptions, temporary destinations, etc.  

Some improvements that Apollo has but not ActiveMQ are REST Management API, Secure WebSockets, 
Message Sequences, Continuous Queue Browsing, Runtime Configuration Updates. 

HornetQ6 

Previously known as ‘JBoss Messaging 2.0’, HornetQ is an open source project to build a multi-protocol, 
embeddable, very high performance, clustered, asynchronous messaging system. Its main features are 
open source, JMS support, POJO design, flexible clustering.  

It’s configured as Enterprise Message Broker and it presents a rich and detailed documentation. It can be 
managed over the console of the JBoss Application Server.  

Previous services have more features and protocols supported, so HornetQ was discarded for our scope in 
XLime. 

RabbitMQ7 

RabbitMQ was created for use with the Erlang language. It was later extended to other languages and 
platforms. It’s a messaging broker that gives a common application to send and receive messages.  

RabbitMQ has a management plugin that offers through a web system an easy administration, where the 
user can monitor different measures and can control the platform performance.  

                                                           
3
 MQTT (https://www.ibm.com/developerworks/webservices/library/ws-mqtt)  

4
 ActiveMQ (http://activemq.apache.org/)   

5
 Apache Apollo (http://activemq.apache.org/apollo/)  

6
 HornetQ (http://hornetq.jboss.org/)  

7
 RabbitMQ (http://www.rabbitmq.com/)  

http://activemq.apache.org/projects-using-activemq.html
https://www.ibm.com/developerworks/webservices/library/ws-mqtt
http://activemq.apache.org/
http://activemq.apache.org/apollo/
http://hornetq.jboss.org/
http://www.rabbitmq.com/
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Several features highlighted of RabbitMQ are reliability, flexible routing, clustering, federation, highly 
available queues, multi-protocol, multi-client, management UI, tracing, plugin system, among others.  

Apache Kafka8 

Apache Kafka is a distributed publish/subscribe messaging system. It’s fast (a single broker can manage 
hundreds of megabytes of reads and writes per second from thousands clients), scalable, durable, 
distributed by design, partitioned and replicated commit log. It supports multiple subscribers and 
automatically balances the consumers if there are failures. It saves messages on disk, so it can be used in 
real time applications and in batch. Kafka has messages marked by the offset in the log versus the ids in 
traditional broker systems, so this improves the performance, avoiding overhead. Other benefits are that 
Kafka doesn’t wait for acknowledges and sends messages as fast as broker can handle, so this implies 
better performance, and Kafka has a more efficient storage format.  

The authors of Apache Kafka, a LinkedIn team, conducted an experimental study, comparing the 
performance of their tool with Apache ActiveMQ and RabbitMQ [5].  

The results obtained are shown in the next graphics, presenting by authors (Figure 3, Figure 4). 

 

Figure 3: Producer performance result Apache Kafka 

 

 

Figure 4: Consumer performance result Apache Kafka 

Numbers show notorious evolution and incremental performance in Apache Kafka platform versus 
ActiveMQ and RabbitMQ.  

                                                           
8
 Apache Kafka (http://kafka.apache.org/)  

http://kafka.apache.org/
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The analysis of the various message broker tools make us conclude that some of these message brokers 
would be ideal candidates for playing the role of central data buffer between the various data providers 
and data annotators in the xLiMe architecture. Some main requirements for a suitable message broker 
would be: 

 to be able to provide a buffer of several days to a couple of weeks for the data. This would allow 
components to handle bursts of data, e.g. by scaling out temporarily or by increasing latency 
temporarily. 

 Allow identifying messages by type: i.e. the message broker should not treat all messages as being 
equal, rather it should allow message producers to tag the message with one or more tags, to 
allow data consumers to decide which messages it wants to consume (and to ignore all other 
messages) 

 Allow data consumers to crash and resume from close to where they left off. I.e. the message 
broker should allow data consumers to keep an index of messages consumed, so that consumers 
can continue consuming messages at a specific index (rather than starting from scratch). 

2.3 Historical Data Storage, Search and Filtering Provision 

One of the main architectural challenges is the provision of historical data and appropriate search functions 
to allow data consumers to pinpoint the data they want to retrieve. We expect that the xLiMe architecture 
will produce large quantities of data, and since the xLiMe data model specified in [6] depends on RDF data, 
in this section we look at various state-of-the-art RDF triplestores in order to assess which characteristics 
we need to include in the xLiMe architecture. 

OpenLink Virtuoso9 

OpenLink Virtuoso is a triple store and database engine that combines the functionality of RDBMS, virtual 
database, RDF, XML, etc. in a single system. It’s a universal server that implements multiple protocols. 
Virtuoso project was born in 1998 from OpenLink Software enterprise. It’s open source and it’s provides 
client and server components that communicate with a local or remote Virtuoso Server, which has Virtuoso 
Drivers (ODBC, JDBC, ADO.NET, OLE DB), a web-based administration system (Virtuoso Conductor), ISQL 
(Interactive SQL) utility and complete documentation.  

Virtuoso can be useful in Enterprise Information Integration, Business process management, Semantic 
Web, Web application deployment, etc.  

OpenRDF Sesame10 

OpenRDF Sesame is an open source standard framework for processing RDF data. It provides parsers, 
storage, querying using the SPARQL query language, web management. Also, Sesame enables a flexible way 
to use Java API and connect to other triple stores systems because it’s fully extensible and configurable in 
this issue.  

Sesame can use different storages approach such as relational databases, in-memory, file systems, keyword 
indexers, etc. and it supports all RDF file formats such as RDF/XML, Turtle, N-Triples, TriG and TriX.  

Sesame was developed by Aduna as a research prototype. Nowadays, it’s developed as a community 
project, with Aduna as the project leader and developers from Ontotext.  

4Store11 

                                                           
9
 OpenLink Virtuoso (http://virtuoso.openlinksw.com/)  

10
 OpenRDF Sesame (http://www.openrdf.org/)  

11
 4Store (http://4store.org)  

http://www.aduna-software.com/
http://openrdf.callimachus.net/sesame/2.7/docs/articles/
http://virtuoso.openlinksw.com/
http://www.openrdf.org/
http://4store.org/


Deliverable D6.1 xLiMe 

© xLiMe consortium 2013 - 2016 Page 15 of (23)  

 

4Store is an efficient, scalable and stable RDF database. It is a database storage and query engine that holds 
RDF data. It is open source and its main features are scalability, security, fastness and robustness. In its 
beginning was designed to run on Linux platforms, but now is possible to use in Mac OS X systems.  

4Store was built by Garlik to manage the backend storage for their software DataPatrol, consumer-facing 
personal information protection product. 4store was implemented on a low-cost networked cluster with 
many tens of servers supporting a 24x7 operation. Since its initial development 4store has been replaced 
within Garlik by a new clustered store with even greater scalability and efficiency [3].  
OWLIM12 

OWLIM is a native RDF database engine with extensive reasoning support. It has a commercial license and 
the option of freely available for research, evaluation and development. OWLIM is a triplestore that can 
perform semantic inferencing at scale allowing users to create new semantic facts from existing facts. It 
stores the data in the form of atomic facts expressed as subjects, predicates and objects. OWLIM allows 
loading huge amount of data, making queries and inferencing in real time.  
 
OWLIM gives users the possibility to use the application through Sesame or through Jena. Different 
evaluations of RDF repositories accord to establish that OWLIM has high performance and reasoning 
results.  

Several features of OWLIM include Geo-spatial extensions (improvements in queries to can specify 
expressions as ‘nearby point’ or ‘within region’, robust and transparent reasoning and optimization in 
‘owl:sameAs’ handling when data from multiple sources are integrated.  

BigData13 

Bigdata is an open source and general purpose storage. It handles big graphs and supports robust 
enterprise deployments within time and quality demands. BigData is a high performance database and it 
can be used as an embedded database within a Java application via the Sesame APIs.  

BigData RDF store is an application written on top of the BigData core. It’s fully persistent, supports 
SPARQL, RDFS and limited OWL inference. It works over a client/server REST API and provides a web-admin 
workbench in order to make management operations through a user interface. Its features make BigData a 
flexible, reliable, affordable and web-scale tool.  

BigData has an architecture based on distributed services. It provides a fluid schema, high level query 
(SPARQL), federation and semantic alignment and mashups of unstructured, semi-structured, and 
structured data.   

CumulusRDF14 

CumulusRDF is an RDF store on a cloud-based architecture. It provides a REST-based API with CRUD 
(creation, read, update and delete) operations to manage RDF data. The current version uses Apache 
Cassandra (an open source nested key-value store) as storage backend. It is developed by the Institute of 
Applied Informatics and Formal Desciption Methods (AIFB).  

CumulusRDF offers a highly scalable RDF store for write-intensive applications. It allows for fast and 
lightweight evaluation of triple pattern queries, has full support for triple and quad storage. Also, it 
comprises a Sesame implementation, contains a SPARQL 1.1 Endpoint and facilitates a web-bases service to 
manage the platform.  

System authors made experiments to test the performance of CumulusRDF. They devise two storage 
schemes and compare them on a subset of DBpedia. Their results indicated that CumulusRDF is competitive 
and can be used as other distributed RDF store with good numbers in performance and stability [2].  

                                                           
12

 OWLIM (http://www.ontotext.com/products/ontotext-graphdb-owlim/)  
13

 BigData (http://www.bigdata.com)  
14

 CumulusRDF (https://code.google.com/p/cumulusrdf/)  

http://www.garlik.com/
http://jena.apache.org/
http://cassandra.apache.org/
http://cassandra.apache.org/
http://www.aifb.kit.edu/web/Hauptseite/en
http://www.aifb.kit.edu/web/Hauptseite/en
http://www.ontotext.com/products/ontotext-graphdb-owlim/
http://www.bigdata.com/
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The next table (Fehler! Verweisquelle konnte nicht gefunden werden.) summarizes the features of triple 
stores. 

 

 

Table 1 Triple stores features 

Feature 
OpenLink 
Virtuoso 

Sesame 4Store OWLIM BigData CummulusRDF 

Open Source ✓ ✓ ✓ ✗ ✓ ✓ 

SPARQL 1.0 ✓ ✓ ✓ ✓ ✓ ✓ 

SPARQL 1.1 ✓ half half ✓ ✓ ✓ 

SPARQL 
Update 

✓ ✓ ✓ ✓ ✓ ✓ 

SPARQL 
Endpoint 

✓ ✓ ✓ ✓ ✓ ✓ 

Clustering ✓ ✗ ✓ ✓ ✓ ✓ 

Embeddable ✓ ✓ ✓ ✓ ✓ ✓ 

Web-based 
admin 

✓ ✓ ✗ ✓ ✓ ✓ 

 

There are many independent benchmarks sites to evaluate the performance of different RDF repositories. 
For example, in web Berlin SPARQL Benchmark we can see results comparison between BigData, OWLIM 
and Virtuoso stores. Into these tests, usually Virtuoso achieves the best results. This site, NoSQL RDF | 
BSBM Results shows benchmark comparison of CummulusRDF with other stores as 4Store. The main crucial 
capability that we require for the xLiMe project is that the triplestore should be horizontally scalable (i.e. it 
should support clustering) in order to be able to handle very large numbers of triples. Furthermore, since 
the xLiMe data model uses quads for keeping track of provenance data, the triplestore should support this 
type of storage. SPARQL 1.1 provides various important improvements over SPARQL 1.0 in order to make 
search easier for data consumers, hence we prefer a triplestore with support for this latest version of 
SPARQL. Finally, we prefer to use open source technologies for reasons of cost efficiency, but also to be 
able to make custom extensions in case these are required. Along these lines of reasoning, we consider the 
availability of tech-support for the triplestore to be another crucial requirement for the triplestore to be 
used in the xLiMe architecture. 

2.4 Discussion 

In this section we have shown a brief description of the state-of-the-art technologies and tools which 
helped us to get an overview of infrastructure we could reuse for specifying and implementing the xLiMe 
architecture. Furthermore, the overview helped us to focus on architectural options that we could use in 
order to meet the various requirements for the xLiMe architecture.  

We presented a short state of the art about centralised and non-centralised SOA (Service Oriented 
Architecture) systems and RDF triple stores in order to analyse alternatives for solving the identified main 
architectural issues: collection of data and sharing of data, low-latency orchestration of annotator services 
on top of the raw data and storage of large amounts of data. 

In the next section we specify xLiMe Toolkit Architecue, which is partly based on the lessons learned from 
this state-of-the-art survey. 

http://wifo5-03.informatik.uni-mannheim.de/bizer/berlinsparqlbenchmark/results/V7/#comparison
http://ribs.csres.utexas.edu/nosqlrdf/bsbm.php
http://ribs.csres.utexas.edu/nosqlrdf/bsbm.php
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3 xLiMe Toolkit Architecture 

3.1 Overview 

In this section we specify the xLiMe Toolkit Architecture. We do this by presenting different views of the 
architecture. In the next sections we justify some of the main architectural decisions and specify various 
components that need to be included in the architecture in order to fulfil the requirements for the use-
cases and the showcase.  

First, we provide the functional view of the architecture to describe the main types of components, their 
functions and their interrelations. This view is depicted in Figure 5Fehler! Verweisquelle konnte nicht 
gefunden werden.. The main types of components in the architecture are: 

 Multimedia (Stream) Providers: these are the original providers of data. They may provide interfaces 
for data annotators (or other media consumers) to view the stream of data. Often, if the full stream of 
multimedia data is very large, these providers will have interfaces for allowing annotators to select a 
subset of the stream to view and process. As a general rule, the xLiMe toolkit does not provide 
multimedia content, rather it provides metadata and annotations about the multimedia content. Hence 
multimedia providers should provide the original metadata about their multimedia streams and items 
to the message broker. 

 Media Annotators: these components add annotations to one or more types of multimedia data. 
Depending on their functionality they may listen directly to the source multimedia stream (since the 
content is not available from the message broker) or they may add further annotations based on 
previous annotations or on the multimedia item metadata by subscribing to (some of the messages in) 
the message broker. When annotations have been made, the media annotators publish these to the 
message broker to make them available to other media annotators and to data consumers. 

 Message Broker: this is the central component in the architecture, which enables the collection and 
sharing of metadata and annotations about multimedia and multilingual content. It does not provide 
the multimedia content itself to avoid scalability issues. This is not an issue since multimedia providers 
already provide the multimedia content based on the metadata. The Message Broker acts as a buffer 
between media providers, media annotators, data providers and consumers: it allows all of these 
components to work at their own pace and prevents overloading components which may not be able 
to handle bursts of information. Because the message broker stores a window of recent data, the 
message broker also can function as a simple streaming data provider for recent information (where 
recent is in the order of hours, days or weeks). 

 Historical Data Provider: this component provides access to historical data processed by the xLiMe 
toolkit which may not be available from the message broker anymore. The component provides two 
main services: it is responsible for persisting data for a long period of time (e.g. in the order of years, 
rather than days or weeks), and it is responsible for providing efficient search capabilities over the data. 
The Message Broker cannot provide these services, since it is focused on a shorter time-frame (days or 
weeks rather than months and years) and it does not perform indexing (and thus does not provide 
search capabilities). I.e. clients of the message broker need to iterate through the messages, but cannot 
ask for a subset of messages matching certain criteria. 

 Streaming Data Provider: this component adds indexing and filtering capabilities to the streaming 
capabilities of the message broker. The message broker is not responsible for indexing the messages it 
receives and provides; hence, if clients want to process only a subset of the messages in the message 
broker, they have to filter this subset themselves. The streaming data provider allows clients to 
subscribe to a recent substream of messages in the system by defining some criteria that the messages 
should match. 

 Data Consumers: these components are any programs that need to use the multimedia metadata and 
annotations produced by the media providers and annotators. Depending on the type of consumer, 
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they may be interested in recent (e.g. near real-time) or historical data (e.g. to perform analytics), 
hence data consumers will typically interact with the historical or streaming data providers. However, 
some consumers may also want to perform their own filtering,  collection or indexing of historical data, 
hence we allow for consumers to connect directly to the xLiMe Message Broker. 

 

Figure 5 Functional view of the xLiMe architecture depicting the main types of components and their 
interrelations 

 

The above functional view of the xLiMe architecture, while describing the various functional components, 
does not take into account where various components should be deployed. However this should be 
considered as part of the architecture, because the size and volume of the data that needs to be handled by 
the system could result in scalability issues if data locality is not taken into account. Furthermore, 
deployment of the components can have effects regarding the overall latency of the metadata and 
annotations reaching data consumers, which we are aiming to minimize. In Figure 6, we provide a 
deployment view of the architecture. Refer to Section 3.2.1 for a discussion of the architectural decisions 
made to arrive at this deployment architecture. 
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Figure 6 Deployment diagram of the xLiMe architecture. It depicts where various components ought to 
be deployed in order to avoid scalability issues and reduce latency. 

3.2 Main Architectural Decisions 

In this section we summarise the main architectural decisions we took when producing the architecture 
specification described in the previous section. 

3.2.1 Topology 

As can be seen in Figure 6, the deployment view of the architecture, we have made a couple of 
architectural decisions regarding the topology of the deployment. In there we see that: 

 We have decided to place some data annotators as close to the multimedia providers’ raw data. 
This is especially the case for providers with large amounts of data (e.g. for ZATTOO or VICO in the 
xLiMe use-cases), since this avoids transmission costs of the raw data across different networks. 
Furthermore, having annotators close to the raw data providers should reduce latency. In general, 
additional annotators which are not co-located with the raw data can still be used on top of the 
initial annotators when co-located deployment is not possible or when latency of the annotated 
data is not a priority. 

 The subscription service defined by each data provider corresponds to the define subset interface 
in Figure 5. This allows the data integrator to decide which substreams of raw data should be 
annotated for a given data provider. 

 The historical and streaming data providers should be co-located with the message broker. 
Although this is not essential for the historical data provider, it will provide performance benefits 
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for the system as a whole, since this will reduce latency for making data available to data 
consumers who do not want to connect directly to the message broker. 

 

3.2.2 Centralised Data Processing: Message Broker 

 As discussed in Section 2, centralised data processing using a message broker is the best option for 
reducing latency and allowing the various data providers, annotators and consumers to work at their own 
pace. A good message broker acts as a buffer between the various components and makes the overall 
system scalable (as it is able to process and forward large numbers of messages) and robust (as it allows 
components to fail and recuperate without losing data as long as the components recuperate in a timely 
manner).  

3.2.3 Historical Data Storage 

The deployment view of the architecture as depicted in Figure 6, show two important architectural 
decisions we have made regarding the historical data storage component, which we discuss and motivate 
below. 

First, this component should use a distributed data store as its basis. The reason for this decision is that 
non-distributed data stores are unlikely to be able to store and search through the large quantities of data 
produced by the xLiMe toolkit.  

Second, although ideally the historical data storage should provide a SPARQL 1.1 interface to data 
consumers, the most important issue is the persistence of the data for long periods of time. Hence, 
distributed document stores such as MongoDB are also valid options to use. SPARQL 1.1. is preferred, since 
the xLiMe data model is defined as RDF and this allows for better integration of the data at a conceptual 
level. Document stores would allow consumers to search for specific documents, but consumers would 
need to further filter and combine the returned documents. 

3.3 Components to be Integrated 

The functional and deployment views of the architecture presented in 3.1 provide an abstract architecture 
specification in the sense that no specific data providers, annotators or consumers have been specified. In 
this section, we specify which data providers, annotators and consumers need to be instantiate as part of a 
concrete architecture by the end of the first year in order to be able to meet the requirements identified in 
D1.4.1 and D8.2.1. 

 Data Providers:  

o VICO: part of the social media stream of microposts should be added to the system. VICO 
should implement a subscription mechanism to allow the data integrator to decide which 
part of the stream should be included. Since microposts consist of mainly short textual 
data, the raw data can be included along with the metadata.  

o ZATTOO: part of the tv data should be added to the xLiMe system. The raw data will not be 
included as part of the xLiMe data, but ZATTOO should provide interfaces for accessing this 
data (given the correct credentials). Metadata about the tv programs should be provided. 

o Newsfeed: the stream of annotated news, included the raw text, its metadata and basic 
annotations should be added to the xLiMe system. 

 Data Annotators: 

o Text from Speech: used to extract text from an audio stream (part of a tv stream), to be 
further analysed via text processing. 

o Text from Video: used to extract text from a video (tv) stream, to be further analysed via 
text processing. 
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o Video Annotation: used to detect logos and types of objects in a video stream. 

o Social media text processing: used to analyse the specific type of language used in social 
media. 

o Multilingual text processing: used to analyse generic text in multiple languages. This can be 
news articles, but can also be text derived from speech (from a news program). Typical 
results include named entity recognition and sentiment analysis. 

o Statistical content linking: links multimedia content (e.g. videos to text, text to audio) based 
on their raw data, metadata or annotated data. 

o Semantic search: allows for searching through the multimedia metadata and annotated 
data, while using entities (rather than labels) as the main pivot points to explore the data. 

 Data Consumers: the main data consumers by the end of year 1 of the project correspond to the 
two use-cases: 

o ZATTOO: see Section 1.2.1. 

o VICO: see Section 1.2.2. 

The above list of components is depicted and summarised in Figure 7. 

 

 

Figure 7 Dataflow diagram depicting the components and data to be integrated by the xLiMe architecture 
by the end of the first year 
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4 Conclusion 

In this deliverable we presented and specified the xLiMe Toolkit Architecture. It documents various 
architectural decisions we made in order to meet the xLiMe requirements regarding the volume of the 
data, the near real-time response time and the various components that need to be connected to the 
xLiMe toolkit. We first reviewed various real-time data processing architectures and analysed the 
architectural decisions in relation to the xLiMe requirements; then, we specified the xLiMe Toolkit 
Architecture that will be used as the basis for integrating all the cross-media conversion, annotation and 
semantic integration services. 

The abstract architecture specified in this document will be implemented as part of the xLiMe Early 
Prototype, which is described in D6.2.1. The implementation of the core of the architecture, the data 
processing infrastructure, is described in D1.2.  
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